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RÉSUMÉ. La prédiction boursière utilisant des méthodes de fouille de texte et d’apprentissage
automatique a reçu une attention scientifique particulière ces dernières années. Le succès de
ces méthodes dépend rnadement de l’hypothèse dites des marchés financiers efficients. Cet ar-
ticle fournit et compare des méthodes pour évaluer la pertinence des informations textuelles
utilisées pour prédire les variations du cours des actions, sur la base de l’entropie informa-
tionnelle et des méthodes statistiques. Notre méthode de prédiction compare les informations
textuelles d’une période de test avec des informations extraites antérieurement (sur une péri-
ode d’apprentissage), ainsi le problème est réduit à une classification multi-classes. L’étude a
révélé que l’entropie informationnelle des similitudes entre des textes est fortement corrélée à
la précision de la prédiction du cours des actions. Il est également démontré que la quantité
d’informations - après avoir fortement augmenté - sature à mesure que nous utilisons de plus
en plus d’articles.

ABSTRACT. Stock market prediction using text mining and machine learning methods has re-
ceived scientific attention in the last years. The success of these methods hinges highly on
the efficient-market hypothesis.This paper provides and compares methods to evaluate the rele-
vance of retrieved information used to predict stock price changes, based on textual information
and its informational entropy and statistical methods. Our prediction method compares textual
information from a test period with anteriorly retrieved information (over a learning period),
thus the problem is reduced to multi-class classification. The study found that informational
entropy of the text similarities between the learning and the test period strongly correlates with
the accuracy of the prediction. It is also shown that the amount of information - after steeply
increasing – saturates as we use more and more articles.

MOTS-CLÉS : recherche d’information, classification, Entropie de Shannon, news trading.
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1. Introduction

1.1. Motivation

Making predictions based on available information is one of the fundamental as-
pects of many if not all scientific fields. In the last decades both our capacity to process
information and the amount of available information increased. The drastic increase
in data and at the same time noise, made it necessary to develop and use different
information collecting, cleaning and processing methods. One task of information
processing that is under quick development is prediction.

The data used in different prediction methods can come in various forms (such
as numerical or textual data) which requires different information extraction methods
such as text mining and statistical methods. The focus of this paper is the long stand-
ing problem of stock market prediction, which focuses on the processing of different
information sources: stock market and news based textual data.

The predictability of stock prices is in itself disputed to this day. There exists an
approach, called the efficient-market hypothesis, which states that given some infor-
mation set, the market prices are unaffected by revealing any or all of this information
to the market participants ?. This would imply that it is impossible to make eco-
nomic profits by using this information. There is three formulation of this hypothesis,
the first, also called weak formulation, essentially stating that stock market prices are
Markovian. This formulation of the hypothesis is generally not accepted, it has been
observed that information not available to the general public may result in profitable
predictive methods. This study examines under what conditions can the proposed
prediction method outperform stochastic models and concludes, that the quantity and
variability of textual information coming from online news papers do provide useful
information on future stock price variation prediction.

1.2. Related works

Classically stock market predictions were based on fundamental and technical
analyses, but in the last decades various prediction techniques became popular. Some
of these include machine learning based methods: deep and recurrent neural networks,
genetic algorithms etc. Many use economic indicators, market information, social net-
works ?, but actually few take into account news articles coming from different jour-
nals. The oldest and perhaps the most wide spread methods only use previous price
data (or other stock related numerical data) as source to predict future prices. Other,
generally newer methods use market sentiment data, distilled from newspapers, Twit-
ter posts or other sources. A relatively recent research which uses both numerical and
textual data ?. A different source of information could be correlations between mar-
kets ? and using online search trends and popularity in ?. The authors of ? found
correlation between stock market and company name mentions in news articles from
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a single journal, in our study we consider several journals and don’t focus only on
company name mentions.

In this paper we adopt a stock price change prediction method that is based on
looking at unfiltered news articles and using probabilistic approaches to estimate fu-
ture stock price change based on recent news articles. The choice of the time unit
of the prediction could in principle vary between minutes 1 and years. However the
availability and nature of textual data restricted us to choose one day as the unit. The
relation between the textual data and a stock market event is studied on a similar scale:
over an interval before the stock market event at most a few days long (2 days for our
experiments).

1.3. Structure of the paper

The rest of the paper can be divided into two main parts. The first part presents
the materials and methods used. Here, we present our hypothesis, approach, the used
data and formalize our methods. The second part provides the description of our
experimental results, as well as, their discussion. The paper ends with the conclusion
and some future work ideas.

2. Materials and methods

2.1. Hypothesis

The study is based on two hypotheses: the first one is that there is information
in online press articles about stock prices, in the form of correlation, between the
occurrence of certain terms (called significant terms in this study) and market events,
such as stock price changes.

Secondly, the correlations are temporally localized, intuitively meaning that the
closer we are in time to a price change the more the significant terms correlate with it.
It is interesting to note, that looking from the future the correlation is not necessarily
causal, meaning it may not precede the price change time. Articles that a human
reader would naively attribute to a rise could be a result not an indicator. Articles
can both affect the market by imparting previously unknown information (thereby the
correlation is causal) or report an event that already happened. In this study strictly
causal correlations were considered, because we want to predict only the information
that indicates future change, for example by influencing financial actors.

The main ingredient of any news based prediction method is connecting the textual
information from the news with a market event. Our method uses correlations from
a learning (or learning) period in the following way: we collect the most significant

1. the smallest time scale over which the stock market registers changes
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terms in a set C from online articles preceding a stock market event e[t] at time t. This
can be regarded as a mapping that we learn:

L : e[ti] 7→ C[ti−k, ti−k+1, . . . , ti−1]

As mentioned in the introduction, we assume that this mapping is approximately in-
variant to time translations. Thus, provided we can invert it:

L−1 : C[τj−l, τj−l+1, . . . , τj−1] 7→ e[τj ]

the inverted mapping L−1 ≈ P can be used to predict a future stock market event,
given a set of significant words preceding it. Here t and τ denote a discrete time
variable, within the learning and predicting periods respectively. These variables are
one day in our study, but could potentially be any interval.

2.2. Approach

The prediction model focuses on price change events, and it is learned on data
containing time stamped news paper articles that include their title, short summary
and full text, and the daily stock prices (opening, closing prices) of NASDAQ100
companies. The goal of our model is to predict the change of the stock price for
a company from our learning set based on the news articles published before. The
system contains a text filtering and pre-processing step followed by a characteristic
word extraction phase.

First, we extract the characteristic words for each time unit from the learning data-
set. Let’s suppose that the time unit over which we want to describe price changes
and characteristic word sets is one day. We want to extract words for each day, and
we want to predict the price change of a stock on a given day based on the articles
published on previous days.

Once we have the characteristic words for each learning day, we extract the char-
acteristic words for the test day, compare the sets of the test day with the learning
days and infer the price change for the test day. Unfortunately the comparison is not
a one to one mapping. To overcome this problem we took a stochastic approach: we
calculated a similarity value (to be defined in section 2.5) between every learning and
test set and said that the more similar two set is the more likely it is that they had the
same price change.

2.3. Dataset

News articles were collected mainly using Logstash and Elastic-Search, Python
and other software from a variety of sources exploring RSS feeds of English speaking
newspapers. The most of the articles come from the following sites: Reuters, Daily
Mail, Seattle Times, Washington Times, USA Today and the Washington Post. In this
study we study articles from February 2019 to October 2020.
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We have collected around 1.5M articles from 20 main sources, with an average of
3000 articles a day. For each article, we have its publication timestamp, its title and a
short description called message.

At the same time we were collecting stock related data at a daily basis focusing on
the NASDAQ top 100 companies of February 2019.

2.3.1. Text pre-processing

The more "useless" information we can skim off of textual data the faster an al-
gorithm can make a prediction. For this reason it is useful to remove certain words,
phrases, numbers, dates and other parts of a text that - to a reasonable certainty - does
not contain information affecting the stock price.

Throughout this study we tried using the textual information on two distinct levels:
(1) the shortened RSS description: ’message’, (2) just the title.

In the case of the message, the textual data contained unnecessary pieces of strings
like HTML tags, links, etc. Since these would only introduce "noise" and needlessly
increase computational overhead, they need to be removed. To that end, we used
python’s NLTK ? and POS packages to clean the textual data. Numbers, dates and
special characters were also removed from the articles.

2.4. Formalizing the problem

2.4.1. Time windows

Let TWstudy be the time window of our press and stock observation. In our case
February 2019 - December 2020.

Let PTW be the stock prices of the studied companies over a given time window
TW .

The idea is to predict whether the change of the price of a stock of a company c
over a stock price change period pcp (one day in our study), starting at day d, can
be predicted by observing the news articles published over a press observation period
pop. The press observation period (pop(pcp)) is shift days before a price change
period starting at day d and is popl days long (in our experiences we chose shift
equal to popl). pcp, popl and shift are expressed in number of days. For example,
if we want to predict the change of a stock price over one day d in the calendar, we
have pcp = 1. If, in order to predict this change, we study the press articles published
over two days, we have popl = 2 and if the two studied days are the two previous
days before the beginning of pcp, we have shift = 2. The previous press observation
period: pop(pcp) is a time window, defined by two timestamps. We can calculate
it, using popl and shift for a given pcp. pcp, popl and shift are parameters of our
approach.
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Figure 1 – Example of price change periods pcps, press observation periods pops
during a given time window TW . pcp4 = pcp(05/03/2019) is the price change
period corresponding to this day. pcp10 and pcp11 correspond to the price change
periods of March the 11th and 12th. As shift=2 and popl=2, we will study the
press articles published during the following press observation periods: pop4 for pcp4,
pop10 for pcp10 and pop11 for pcp11. pop4 is the press observation period spanning
from 03/03/2019 to 04/03/2019.

Figure 1 illustrates these notions. Here, the previous press observation period
length popl is 2, as well as the shift, while the price change period pcp is one. This
means that we try to predict the price change over one day based on the articles pub-
lished during the two preceding days.

In order to train and evaluate our stock price change prediction model, we separate
the TWstudy into a learning time window TWlearn and a test time window TWtest.
TWlearn and TWtest doesn’t overlap and TWtest is after TWlearn. TWlearn and
TWtest has to be significantly bigger than pcp, popl and shift. TWlearn and TWtest

are parameters of our approach.

We define ATWlearn
and respectively ATWtest

the set of articles published during
TWlearn and TWtest.

As mentioned before, to make a prediction we need to compare the articles pub-
lished during the press observation periods of a given new price change period (npcp)
from the test set with the articles extracted from the pops corresponding to each pcp
in the learning set. We call A(npcp) the set of articles published during the npop cor-
responding to npcp. These are the affecting articles of npcp. Said differently, we
compare the affecting articles of a test day to the affecting articles of all learning
days. Based on these similarities, we can predict the price change for the test day.

In order to be able to carry out these comparisons, we have to:
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– Define an article extraction method AE(pcp) for a given price change period
pcp. This period can contain all the news articles or a representative subset. This way,
we produce the articles of a given pcp: A(pcp). In our case AE(pcp) takes all articles
published during pcp. One could imagine filtering articles from a specific journal or
containing keywords from a dictionary for example.

– Extract comparable (or quantitative) features from a set of articles. We choose,
to reduce a set of articles to a set of characteristic words. A wide-spread way to extract
significant words from a subset of documentsA(pcp) (contained in a larger set of doc-
uments ATWlearn

) would be a tf.idf based method. For scalability reasons, we used a
pre-existing tool: Elasticsearch’s significant terms aggregation to obtain the elements
of this characteristic word set. This method gives not only a set of significant words
for a set of articles, but also a significance score for each word. Words can be com-
pared based on their syntax (edit distance), their meaning (using semantic resources
like ontologies) or using their vectorial embedding (like word2vec, glove or fasttext).
The syntax based method is very strict and ignores synonyms, while the meaning
based methods suffer from the pour coverage of semantic resources, especially for
constantly changing news article corpora with new words appearing frequently. In
order to implement word comparison, we use a word embedding based method (with
the Word2Vec library) and we replace the significant words by their numeric vector
representation. In this case an A(pcp) will be represented by a set of characteristic
couples, a word vector and a significance score. C(pcp) = {(~wi, sig

wi), i ∈ [n]},
where ~wi is the vector representing the ith word wi and sigwi represents the signifi-
cance of that word (Elasticsearch aggregation score) for the given price change period.
The argument will be omitted later on, for clarity and brevity.

– Implement an article set comparison method based on the extracted features. In
order to compare two pcp-s, we considered several options: compare only the words,
compare their vectors, compare the vectors and take into account the significance
scores. This pcp comparison method is detailed in section 2.5

– Predict the price change of the new npcp based on the similarities between its
representation and the representations of all pcps in the learning set. The prediction
method is described in section 2.6.

2.5. Similarity of significant word sets

In order to compare characteristic word sets, say C(pcpa) ≡ Ca and C(pcpb) ≡ Cb,
we use both the semantic similarity and the significance of the words they contain.

2.5.1. Word vector similarity

To get a quantitative measure of the semantic similarity between words, we em-
ployed the widely used cosine distance of their vector representation. This represen-
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tation was generated using Gensim’s "word2vec" library ?. We transform it into a
similarity according to equation (1)

Simcos(w1, w2) = (1− 〈 ~w1, ~w2〉︸ ︷︷ ︸
cos distance

) [1]

where ~w1 is the vector representation corresponding to the word w1 and ~w2 is the
vector representation corresponding to the word w2.

2.5.2. Significance similarity

The significance scores of the words were obtained using the Elasticsearch
significanttext aggregation. We found that the method most suitable for our pur-
poses is the one called "jlh". This score is derived from the frequencies in foreground
(articles in a given time window) and background sets (a randomly sampled represen-
tative portion of the articles). The exact formula and the motivation behind it can be
found in ?.

The significance score - a real number between 0 and 1 for an arbitrary wordw will
be denoted by sigw. The jhl score value is not normalized by default and depends
on the positive and negative document collections. Therefore we normalized it before
calculating the similarity to obtain norm_jhl. We note the significance similarity of
two words w1, w2:

SimSignif(w1, w2) = 1− |Signifnorm_jlh(w1)− Signifnorm_jlh(w2)| [2]

2.5.3. Similarity of word sets

We have multiple ways to take both word vector similarity and significance into
account.

We say that two articles are "more" similar if for a given set (close vectors) of
words, their significances are close.

To combine semantic and significance similarities we used a weighted average, in
the weighted similarity matrix of , σ(Ca, Cb) ≡ σa,b. The (i,j)th element of the σa,b

matrix is defined in equation (3).

σa,b
ij =

α · Simcosine(wi, wj) + β · SimSignif(wi, wj)

α+ β
[3]

Where α and β are the weights, and wi and wj are words from Ca and Cb respectively.

In order to calculate the similarity between the two sets we have several options
as described in ?. One is to calculate all the similarities between the elements of
the two sets. This corresponds to the Frobenius matrix norm of the similarity matrix(
SimF

sets(Ca, Cb) ≡ ||σ||F
)
. An other option is to consider only a few pair of elements

from each set. For example the closest ones in the rows and columns. This norm is
denoted by Sim

(1,∞)
sets (Ca, Cb) and is defined in equation (4), as the average of the
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rank one and rank infinity p-norm of σ, or in other words it is the mean of all maximal
similarities of each wi ∈ Ca with every wj ∈ Cb. Choosing a matrix norm is necessary
so that we can reduce the information in the σ matrix to a real number.

Sim(1,∞)
sets (Ca, Cb) =

∣∣∣∣σ(a,b)
∣∣∣∣
∞ +

∣∣∣∣σ(a,b)
∣∣∣∣
1

2
≡ s(1,∞)

a,b [4]

In this section, we have defined different set similarity measures: SimF
sets(Ca, Cb),

Sim(1,∞)
sets (Ca, Cb) that we will use to calculate the similarities for a npcp from the

test set (or for the last period to predict in a real time scenario) with the pcp-s of the
learning set.

In general, we consider two sets more similar if the cosine distance of the vector
representations of their words are smaller and if their significance similarity is higher.

2.6. Stock price change prediction

As mentioned in section 2.1, to make a prediction for a company c we compare
significant words sets from the learning and test periods. For a learning period, these
word set similarities with a test day can be enumerated into a vector ~Spcp. For the
learning period we also know the price changes ~PCc corresponding to each similarity,
which can also be represented in a vector.

~Spcp =


s1,t
s2,t

...
sn,t

 ~PCc =


pc1
pc2

...
pcn


The prediction of the stock price change for a company for a given npcp will be

based on a pair of ~S and ~PC. We divided the price-change range into buckets of
fixed size, and we assigned a probability to each bucket based on how many points
of (pci) fell into the bucket weighted with the value of the similarity and possibly
other data (such as the volume corresponding to the change). Figure 2 illustrates
this price change bucket creation process. It contains information for the c =Netflix
company and the npcp covering one test day: 2020 March the 4th. The horizontal axis
represents the learning time window TWlearn. Its units are the days of this period.
This figure presents the price changes in percentage of a company (here Netflix) over
the TWlearn period on the horizontal axis with dashed green line. It also presents the
word set similarity as defined in equation (2) between the npcp: 2020 March the 4th

and each day of the TWlearn with the blue solid line.

We group the similarity values into the above mentioned disjoint buckets accord-
ing to the corresponding price change value. Given a bucket size, say 1% we will
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Figure 2 – Price changes in % (green dashed line) of Netflix stock prices for each day
in TWlearn and word set similarities (blue solid line) of npcp: 2020 March the 4th

with the days of the same npcp

have one bucket with similarities corresponding to the price change values between [-
0.5%,0.5%), another bucket with similarities corresponding to price change values be-
tween [-1.5%,-0.5%), another between [0,5%,1,5%) and so on until the buckets reach
the extreme price change values of the stock price over the learning time window.
This way a bucket will contain similarity values corresponding to days with a price
changes restricted by the bucket boundaries. It is important to note that the bucket size
minimizes the potentially achievable accuracy. At the same time, the availability of
price change data restricts the maximal number of buckets2.

As mentioned before, this study is based on the assumption that these similarity
values indicate correlation. Therefore we will think of it as a histogram. Note that
this resulting histogram needs to be normalized so that it can be interpreted as an
approximation to a probability distribution.

This way we can have a probability Pj for each bucket (equation 5). The si symbol
represents a similarity value from ~Spcp. We have studied this probability distribution
with and without the volume information3, but it did not improve the accuracy of the
prediction.

Pj = Norm

 ∑
i∈jthbucket

si

 [5]

An example of this discrete probability distribution can be seen on Figure 3. A
probability Pj for a given bucket gives the likelihood that the price change during the

2. Moreover the distribution of price change events is discrete and not uniform.
3. The volume information was incorporated as a weight to the similarity values
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test period for the studied company will fall between the boundaries of this bucket. In
this figure, the horizontal axis represents the buckets. The blue crosses represent the
P probability values for each bucket.

Figure 3 – The plot of a probability distribution

The probability distribution can be used as stochastic predictor as it is. If a de-
terministic predictor is desired an additional method needs to be defined to choose a
bucket. Ideally, we have a high probability for one bucket and low probabilities for all
the other ones. In this case simply choosing the bucket with the highest probability is
a good way to go. This is almost always possible, because the probability distributions
that we got are usually close to normal distributions.

In order to predict a bucket and thus the price change for the given company and
the period npcp, we also tried more sophisticated approaches. Since we know that
price changes are supposed to follow a normal distribution themselves, we tried to fit
a Gaussian bell curve on the bucket probabilities. In case the fit failed, we can still
take the bucket with the maximal probability value. The fitted curve is represented by
the green dotted line in Figure 3. The bell curve peak or the maximal value gives us
the most probable price change for the npcp of the studied stock.

2.6.1. Confidence in the prediction

The probability distribution may not be bell-curve-like, and so we introduced dif-
ferent indicators to represent a confidence in the prediction.



12

Informational entropy

One such indicator is the informational entropy of the probability distribution,
defined in the usual way:

H(P ) = −
∑
j

Pj logPj

This quantity is maximal if the distribution is uniform, that is, the uncertainty about
the data is maximal. It is minimal if the distribution has one non null value with all the
others at 0. This entropy indicates the confidence we can have in the predicted price
change value.

There are other possible indicators such as: (1) Standard deviation of the fit 4, (2)
Sum of residuals of fit parameters, (3) Dynamic time wrapping between the learning
prices and learning similarities.

We have studied the correlation of all of these indicators and found that even
though all of them correlates with the prediction error, the informational entropy out-
performs all the others. The correlation between the entropy and the prediction error
is shown in Figure 4.

The indicators derived from the fitting also have the drawback that they are only
available in case a successful fit is possible.

3. Results and discussion

The learning period spans from February of 2019 to January of 2021, the test
period covers the period beginning in February 2021 and ending in October 2021. The
prediction takes into account that stock market data were not continuously available
(i.e.: when the stock market is closed, such as on weekends). The prediction was made
using the different similarity measures mentioned in the previous section.

The probability distribution described in equation (5) was generated both with,
and without using the volume. It turned out that the ideal probability distribution
- and consequently the prediction error - is not linearly related to the volume. The
similarity measures (both semantic and significance) do correlate with the prediction
error.

Both norms defined in section 2.5.3 were used.

4. Assuming the real distribution of the price change bucket values are Gaussian, one could use
the standard deviation of the fitted parameters as an indicator of the accuracy of the prediction.
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Figure 4 – The prediction error and entropy, for NASDAQ100, using title with 130
learning days.

3.1. Prediction accuracy

Since the prediction method is a multi-class classifier, the resolution of the classi-
fier (the bucket sizes) obviously determines the accuracy. Unfortunately, as the learn-
ing data is finite, this parameter cannot be arbitrarily small, and sets a lower bound
to the prediction error. There is a large number of metrics that measure how good a
predictor is. We choose to go with a very simple metric: the average prediction error
for each company. This error is calculated in the following way:

ε =
1

N

N∑
i

|Predicted change− Actual change|︸ ︷︷ ︸
a prediction error

where N denotes the number of test days. A confusion matrix of this classifier can be
seen on Figure 5b. The rows correspond to price change buckets as defined in section
2.6 over the test periods while the columns correspond to the predictions made for
those periods. The confusion matrix has a peculiar form, a central peak around zero.
This is a consequence of the fact that price changes are not uniformly distributed,
large changes are unlikely to occur. If one were to look at stock-price changes as
a stochastic variable, it would roughly follow a normal distribution centered around
zero.

The prediction is based on correlations between significant words and expressions
turning up at most a few days prior to a price change event. However, there are market
trends that spawn considerably more time, such as the holiday season in December.
To mitigate the effect of a trend might have on the prediction, the learning days were
sampled over a time period longer than the market trend. Our sampling method tried to
pick learning days randomly according to a uniform price change distribution if pos-
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sible. The method took the bucket size into account, and tried to find the appropriate
number of learning days as close to the bucket as possible.

A closer look at the confusion matrix confirms that this was only partially
achieved: both the predictions and the price changes were more likely to be nega-
tive (the peak is slightly shifted from zero). This negative trend is due to the global
pandemic that occurred during the whole study period.

Over the test period a stochastic predictor guessing according to a Gaussian distri-
bution5 could predict with 2% error on average while a uniformly distributed guesser
would have 5%+ error. As we see in table 1, our method consistently obtains slightly
better results than a stochastic guesser.

Tableau 1 – Prediction results with different learning period lengths

Source Learning period Average entropy Average error
Title 130 days 2.90 1.69%

110 days 2.94 1.71%
90 days 2.99 1.75%
70 days 3.05 1.81%
50 days 3.08 1.91%

Message 130 days 2.91 1.69%
110 days 2.95 1.71%
90 days 3.0 1.75%
70 days 3.05 1.81%
50 days 3.09 1.91%

In table 1 the main results are summarized for significant words taken from two
facets of the textual information: title and message (see section 2.3) over increasing
learning periods. The numerical values of the error and entropy columns were first
averaged over the test period, then over the NASDAQ100 companies. As mentioned
above the learning days were sampled from the learning period according to their price
change, to reduce the effects of seasonal trends and to include as wide a range of price
changes as possible. We have carried out experiments with all the different similarity
measures defined in section 2.5 and found quite similar results. The best performance
was obtained with the similarity measure between the learning and testing periods
calculated as a weighted average of the semantic and significance similarity as defined
in equation (3) with weights α = 3 and β = 1 respectively.

It can be seen that the longer the learning period the better the prediction and
the lower the average entropy. This prediction method does not provide additional
accuracy to basic stochastic models if the learning period consists of fifty days or
less. It is also evident that using the message field of the articles resulted in marginal
increase of accuracy. It is possible that the additional information contained in the
message was accompanied by noise.

5. using standard deviation calculated during the learning period
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3.2. Information retrieved

From Figure 4 one can see that the amount of useful information correlates with the
accuracy of the prediction. Therefore it is reasonable to assume that more information
would lead to better predictions.

To improve the prediction method we investigated how the prediction error de-
pends on the available information. It was found that the more articles we use the
better the prediction gets. However, as it is shown in figure 5a, the error does not seem
to decrease linearly, And there seems to be a limit of how accurate the prediction can
get.

4. Conclusions and perspectives

In this paper, we presented our study on the correlation between news articles
and stock price changes. We evaluated titles and short descriptions of news articles
published over 21 months by more than 10 newspapers and press agencies, giving a set
of more than 1,5M articles. We also collected daily stock price information of 100 top
NASDAQ companies over the same period. We studied the correlation between daily
stock price changes (differences between the closing and opening price of a stock)
and significant words of texts published the preceding days. We created several word
set similarity measures, based on significant words, word embedding, set similarity
metrics. We also propose a deterministic a price change prediction method based on
discrete price change bucket probability fitting. Our experiments show that there is a
correlation between the quantity of textual information and the stock price changes.
We have also shown, that although the increase of the length of the learning period
has globally a positive effect on the prediction accuracy, that effect decreases with
the learning period length and thus it is sufficient to take into account a relatively
short learning period (around 150 days) to calculate the predictions. Our stock price
prediction method largely outperforms in accuracy linear random prediction and also
outperforms stochastic probability based prediction.

4.1. Perspectives

There is a number of ways the accuracy of the prediction could be improved:

– by using article data from a longer time period in order to have more uniform
price change distribution

– by incorporating price change trends and other numerical data
– by incorporating other type of information, such as market data, technical infor-

mation, weather, social media, etc.
– by retrieving more information from the articles (such as significant n-grams,

sentiments, arguments)
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Figure 5 – Prediction results

– by filtering the articles by related companies or activity sector
– by allowing the predictive model to be probabilistic
– we are aware that comparing significant word vectors is not the only way to

calculate article set similarity, one of our perspectives is working on other comparison
methods, using text embedding for example.

– etc.

We will also work on the evaluation metrics of the current approach and on other
approaches to study the effects of news articles on stock prices.
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